Causal Inference Practice Set
Fixed Effects · DD and Event Studies · Regression Discontinuity · Instrumental Variables
Each question below presents a research setting, a regression equation, and a numerical table. Practice computing predicted values, marginal effects, and confidence intervals; then interpret the estimates. Answers follow each part.


Question 1. Fixed Effects: Cigarette Taxes and Smoking
Do higher cigarette taxes reduce smoking? You have annual data for all 50 U.S. states from 2000 to 2019 (so N = 50, T = 20, total of 1,000 state-year observations). For each state-year you observe:
1. Packsᵢₜ: cigarette packs sold per capita per year;
1. Taxᵢₜ: state cigarette excise tax in dollars per pack;
1. Incomeᵢₜ: real per-capita income (thousands of dollars).
Cigarettes are addictive and bad for you, so we expect that higher taxes lead to fewer packs sold. But cross-sectional comparisons are hard: states that hate smoking (think California) tax cigarettes heavily AND have lots of anti-smoking culture, ad campaigns, smoke-free workplaces, etc. We need to deal with that.
You estimate four models by OLS:
(1) Packsᵢₜ = β₀ + β₁ Taxᵢₜ + β₂ Incomeᵢₜ + uᵢₜ
(2) Packsᵢₜ = αᵢ + β₁ Taxᵢₜ + β₂ Incomeᵢₜ + uᵢₜ        (state FE)
(3) Packsᵢₜ = αᵢ + λₜ + β₁ Taxᵢₜ + β₂ Incomeᵢₜ + uᵢₜ    (state + year FE)
(4) Packsᵢₜ = αᵢ + λₜ + αᵢ·t + β₁ Taxᵢₜ + β₂ Incomeᵢₜ + uᵢₜ   (+ state-specific trends)
Standard errors clustered at the state level in parentheses.
	
	(1)
	(2)
	(3)
	(4)

	Tax (β̂₁)
	−6.20
	−14.50
	−11.80
	−8.40

	
	(1.80)
	(2.30)
	(2.10)
	(2.50)

	Income (β̂₂)
	1.10
	−0.30
	−0.20
	−0.15

	
	(0.40)
	(0.25)
	(0.22)
	(0.20)

	Constant
	108.5
	—
	—
	—

	State FE
	No
	Yes
	Yes
	Yes

	Year FE
	No
	No
	Yes
	Yes

	State trends
	No
	No
	No
	Yes

	N
	1,000
	1,000
	1,000
	1,000


a. Using Model (1), what is the predicted value of Packs in a state where the tax is $1.50 and per-capita income is $40 (thousand)?
Answer. Plug in: Packs = 108.5 + (−6.20)(1.50) + (1.10)(40) = 108.5 − 9.30 + 44.0 = 143.2 packs per capita per year.
b. In Model (1), what is the marginal effect of raising the tax by $1? 
Answer. A $1 increase in the tax is associated with 6.20 fewer packs per capita. Sign is negative, which matches the prediction that higher prices reduce smoking (downward-sloping demand). But the magnitude is suspiciously small — see (c).
c. Compare β̂₁ in Models (1) and (2). The state-FE estimate jumps from −6.20 to −14.50. Why does the cross-sectional comparison understate the effect of the tax? Give a concrete omitted variable that would produce this pattern.
Answer. In Model (1) we are comparing high-tax states to low-tax states. High-tax states (CA, NY, MA) also have stronger anti-smoking cultures, more smoke-free workplace laws, more anti-smoking PSAs, and lower smoking rates baseline. These omitted state-level factors are negatively correlated with tax (high-tax states have low smoking) and negatively correlated with packs sold for reasons OTHER than the tax. That biases β̂₁ toward zero (less negative). Model (2) absorbs all time-invariant state characteristics — including anti-smoking culture — into the state fixed effect αᵢ, so it identifies β₁ from within-state variation: the same state changes its tax over time, and we look at how its own packs sold respond.
d. What to state fixed effects account for in models 2 and 3?
e. Interpret β̂₁ = −11.80 from Model (3). What is the predicted change in per-capita packs if a state raises its tax by $0.50? 
Answer. Within a state and year, a $1 increase in the cigarette tax is associated with 11.80 fewer packs per capita per year, holding income constant. A $0.50 increase predicts a fall of (11.80)(0.50) = 5.9 packs per capita.
Answer. 95% CI: −11.80 ± 1.96 × 2.10 = [−15.92, −7.68]. Zero is not in the interval — significant at the 5% level. t = −11.80 / 2.10 = −5.62.
f. Why does Model (3) add year fixed effects on top of state fixed effects? Give a concrete example of a national-level shock that year FE would absorb.
Answer. Year FE λₜ absorb anything that affects all states equally in a given year. Examples: the federal tax increase of 2009 (raised the federal tax from $0.39 to $1.01 per pack), the 1998 Master Settlement Agreement raising prices nationwide, federal anti-smoking campaigns, national trends in social attitudes toward smoking. Without year FE, any of these would be wrongly attributed to whatever co-moved with state taxes.
g. True or False (and explain): "Because we have state fixed effects, we should not include the state's land area (square miles) as a control."
Answer. TRUE. Land area is time-invariant, so it is collinear with the state fixed effect. The fixed effect already absorbs every time-invariant state characteristic, including land area, climate zone, whether the state borders Mexico, etc. Including it would generate perfect multicollinearity and the software would drop it.


Question 2. Difference-in-Differences and Event Studies: Soda Tax in Berkeley
In March 2015, Berkeley, California became the first U.S. city to implement a tax on sugar-sweetened beverages (1 cent per ounce). You want to know whether this tax reduced soda consumption. You have annual data on average per-capita soda consumption (gallons per person per year) for Berkeley and for nearby Oakland (which did not pass a soda tax) from 2011 to 2018.
You consider the model:
Yₛₜ = α + β₁ Berkeleyₛ + β₂ Postₜ + β₃ (Berkeleyₛ × Postₜ) + εₛₜ
where Berkeley = 1 if the observation is Berkeley, Post = 1 if the year is 2015 or later, and Y is gallons of soda per capita.
Part A: 2×2 Difference-in-Differences
You collapse the data into pre-period (2011–2014) and post-period (2015–2018) averages:
	
	Before (2011–14)
	After (2015–18)
	Difference

	Berkeley (Treatment)
	38
	30
	?

	Oakland (Control)
	42
	40
	?

	Difference
	?
	?
	DD = ?


a. Fill in the table (compute the row, column, and DD differences). Show your work.
Answer. Row differences (After − Before): Berkeley: 30 − 38 = −8. Oakland: 40 − 42 = −2.
Answer. Column differences (Berkeley − Oakland): Before: 38 − 42 = −4. After: 30 − 40 = −10.
Answer. DD = (Berkeley After − Berkeley Before) − (Oakland After − Oakland Before) = (−8) − (−2) = −6 gallons per capita.
Answer. Equivalently: DD = (Berkeley − Oakland) After − (Berkeley − Oakland) Before = (−10) − (−4) = −6. Same number.
b. Map each cell of the table to a coefficient (or sum of coefficients) from the regression equation. That is, fill in:
	
	Before
	After

	Oakland
	?
	?

	Berkeley
	?
	?


Answer. Oakland Before: α (Berkeley = 0, Post = 0).
Answer. Oakland After: α + β₂ (Berkeley = 0, Post = 1).
Answer. Berkeley Before: α + β₁ (Berkeley = 1, Post = 0).
Answer. Berkeley After: α + β₁ + β₂ + β₃ (all four).
c. Using the numbers from (a), what are the estimated values of α, β₁, β₂, and β₃?
Answer. α = Oakland Before = 42.
Answer. β₁ = Berkeley Before − Oakland Before = 38 − 42 = −4. (Berkeley already drank less soda than Oakland.)
Answer. β₂ = Oakland After − Oakland Before = 40 − 42 = −2. (General downward time trend.)
Answer. β₃ = DD = −6. (The "extra" drop in Berkeley beyond what happened in Oakland.)
Answer. Check: Berkeley After predicted = α + β₁ + β₂ + β₃ = 42 + (−4) + (−2) + (−6) = 30. ✓
d. Which coefficient is the causal estimate of the soda tax effect? Interpret it.
Answer. β₃ = −6 gallons per capita. This says that on top of whatever was happening to soda consumption in Oakland (a control for general trends), Berkeley's soda consumption fell by 6 additional gallons per person per year. Off a baseline of 38 gallons in Berkeley, that's about a 16% reduction.
e. State the parallel trends assumption in words. 
Answer. Parallel trends: in the absence of the soda tax, average soda consumption in Berkeley would have followed the same trend as Oakland over 2015–2018. It is a statement about the COUNTERFACTUAL trajectory of treated units, which we never observe. Pre-treatment parallel trends are suggestive evidence — if Berkeley and Oakland tracked each other before 2015, that's consistent with the assumption — but pre-trends don't prove the post-period counterfactual would also have been parallel. They're a falsification check, not a test.
Part B: Event Study
To check pre-trends and trace out dynamics, you estimate an event study with 2014 (the year before treatment) as the base year. The data are:
	Year
	Berkeley
	Oakland
	Berk − Oak
	θ̂ₖ (relative to 2014)

	2011
	39
	43
	−4
	?

	2012
	38
	42
	−4
	?

	2013
	38
	42
	−4
	?

	2014 (base)
	37
	41
	−4
	0

	2015
	33
	41
	−8
	?

	2016
	30
	40
	−10
	?

	2017
	29
	40
	−11
	?

	2018
	28
	39
	−11
	?


f. Fill in the event-study coefficients θ̂ₖ. Each θ̂ₖ is the (Berkeley − Oakland) gap in year k MINUS the (Berkeley − Oakland) gap in 2014 (the base year).
Answer. θ̂(2011) = (−4) − (−4) = 0.
Answer. θ̂(2012) = (−4) − (−4) = 0.
Answer. θ̂(2013) = (−4) − (−4) = 0.
Answer. θ̂(2014) = 0 (normalized).
Answer. θ̂(2015) = (−8) − (−4) = −4.
Answer. θ̂(2016) = (−10) − (−4) = −6.
Answer. θ̂(2017) = (−11) − (−4) = −7.
Answer. θ̂(2018) = (−11) − (−4) = −7.
g. Are the pre-period coefficients (2011, 2012, 2013) consistent with the parallel trends assumption? What would you conclude?
Answer. Yes — all pre-period θ̂ₖ are exactly 0, meaning Berkeley and Oakland moved in parallel before 2015. This is strong evidence in favor of the parallel trends assumption. (In real data the pre-period estimates would be small noisy numbers near zero rather than exactly zero, and you would check whether they are statistically distinguishable from zero individually and jointly.)
h. Describe the dynamic pattern in the post-period coefficients. What story does it tell?
Answer. The effect grows over time: −4 in 2015 (year of implementation), −6 in 2016, −7 in 2017 and 2018. The tax took time to bite. Plausible mechanisms: (i) habit formation reverses slowly — people gradually substituted away from soda; (ii) retailers and consumers learned about the price difference over time; (iii) the tax may have changed product mix and shelf placement only over a longer horizon; (iv) cross-border shopping in Oakland may have weakened as the novelty wore off. The plateau by 2017–18 suggests a new steady state.
i. Critic: "Berkeley is a college town with a unique health-conscious culture. Oakland isn't. So the comparison is invalid." Is this a valid criticism of DD?
Answer. Not necessarily. DD does NOT require Berkeley and Oakland to have the same LEVELS of soda consumption — and in fact they don't (Berkeley was 4 gallons lower in the pre-period). DD requires parallel TRENDS: that the two cities would have moved in parallel absent the tax. The pre-period evidence in (g) supports this. The criticism is valid only if you think health-conscious culture in Berkeley caused soda consumption to TREND differently after 2015 for reasons unrelated to the tax — for example, an unrelated wellness fad that hit Berkeley but not Oakland in 2015.


Question 3. Regression Discontinuity: Merit Scholarships and College Graduation
A state university awards a merit scholarship of $5,000 per year to any entering freshman whose high-school GPA is at least 3.50. Students with GPA below 3.50 get nothing. You have administrative records for 12,000 students:
1. Sᵢ ∈ [2.0, 4.0]: high-school GPA (running variable);
1. Dᵢ = 1 if Sᵢ ≥ 3.50, 0 otherwise (treatment indicator);
1. Yᵢ = 1 if the student graduates within 4 years, 0 otherwise (outcome).
You estimate a sharp local-linear RD on observations within a bandwidth of h = 0.20 (so GPAs in [3.30, 3.70], n = 4,200):
Yᵢ = α + τ Dᵢ + β₁ (Sᵢ − 3.50) + β₂ Dᵢ (Sᵢ − 3.50) + εᵢ
	Coefficient
	Estimate
	SE

	α (intercept just below cutoff)
	0.612
	(0.018)

	τ (RD treatment effect)
	0.084
	(0.026)

	β₁ (left slope)
	0.31
	(0.09)

	β₂ (slope change at cutoff)
	−0.04
	(0.13)


a. What is the running variable? The treatment? The outcome?
Answer. Running variable: Sᵢ, high-school GPA. Treatment: Dᵢ, receiving the scholarship (turns on at Sᵢ ≥ 3.50). Outcome: Yᵢ, graduating within 4 years.
b. Is this sharp or fuzzy RD? Why?
Answer. Sharp. Treatment is determined deterministically by GPA: every student at or above 3.50 gets the scholarship and every student below 3.50 does not. There is no probabilistic element. (Compare to part (h) below.)
c. What is the predicted graduation rate just below the cutoff? Just above? What is the size of the discontinuity?
Answer. Just below (Sᵢ = 3.50, Dᵢ = 0): α = 0.612 → 61.2%.
Answer. Just above (Sᵢ = 3.50, Dᵢ = 1): α + τ = 0.612 + 0.084 = 0.696 → 69.6%.
Answer. Discontinuity at the cutoff = τ = 0.084 = 8.4 percentage points.
d. Interpret τ̂ = 0.084. Be specific about what population the estimate applies to.
Answer. Receiving the scholarship raises the probability of graduating within 4 years by 8.4 percentage points (from 61.2% to 69.6%, about a 14% relative increase) for students AT THE CUTOFF — those with GPAs right around 3.50. The estimate is local: it does NOT tell us the effect for students with GPA = 2.5 or GPA = 3.9. RD identifies a LATE at the threshold.
e. State the key identifying assumption for sharp RD. Do you think it holds?
Answer. Continuity: in the absence of treatment, E[Y | S = s] would be a continuous (smooth) function of S at S = 3.50. Any jump at the cutoff must be due to the scholarship.
Answer. Violation: precise manipulation of the running variable. If teachers know the $5,000 cutoff, they may round up final-semester grades to push borderline students from 3.49 to 3.50. Students or parents may pressure teachers. The "just-treated" group then is non-random — it includes students with engaged advocates, who may have higher graduation rates for reasons OTHER than the scholarship. τ̂ would conflate the scholarship effect with this selection.
f. What diagnostic would you run to check for manipulation? What other check supports the design?
Answer. Density test. Plot a histogram of GPA. Under no manipulation, the density should be smooth across the cutoff. A spike just above 3.50 (and missing mass just below) is evidence of manipulation.
Answer. Also: covariate balance. Pre-determined characteristics (gender, parental income, race, SAT scores) should NOT jump at the cutoff. If they do, treatment is not as-good-as-randomly assigned at the threshold.
g. Now suppose only 80% of eligible students actually claim the scholarship (some go to other states, some don't apply). The reduced-form jump in graduation at the cutoff is still 0.084. The first-stage jump in scholarship RECEIPT at the cutoff is 0.80 (not 1.0). How does the design change, and what is the IV estimate of the effect of actually receiving the scholarship?
Answer. This is now a FUZZY RD. Treatment crosses from 0% to 80%, not 0% to 100%. Use the threshold as an instrument for actual receipt. The "Wald at the cutoff":
τ_LATE = (jump in Y) / (jump in D) = 0.084 / 0.80 = 0.105
Answer. Among compliers — students who would accept the scholarship if offered but not otherwise — receiving it raises 4-year graduation by 10.5 percentage points. Standard error scales: SE(τ_LATE) ≈ 0.026 / 0.80 = 0.0325 (delta method).


Question 4. Instrumental Variables: Returns to Schooling
You want to estimate the causal effect of years of schooling on log hourly wages. You have data on 25,000 men aged 30–50 from the NLSY:
1. log Wᵢ: log hourly wage;
1. Sᵢ: years of completed schooling (range 8–20);
1. Zᵢ: distance in miles from the respondent's 4th-grade home to the nearest 4-year college (your candidate instrument, following Card 1995);
1. Xᵢ: controls (region, urbanicity, age, race).
Before answering, identify what would be the instrument (Z), the main explanatory variable (D), and the outcome (Y) in this study. (Z = distance to college, D = years of schooling, Y = log wage.)
You run three regressions. OLS:
log Wᵢ = α + β Sᵢ + γ′ Xᵢ + uᵢ
First stage:
Sᵢ = π₀ + π₁ Zᵢ + π₂′ Xᵢ + vᵢ
Reduced form:
log Wᵢ = ρ₀ + ρ₁ Zᵢ + ρ₂′ Xᵢ + ηᵢ
Results:
	
	OLS
	First stage
	Reduced form

	Outcome:
	log W
	S
	log W

	S (years schooling)
	0.072
	—
	—

	
	(0.003)
	
	

	Z (distance, miles)
	—
	−0.085
	−0.0119

	
	
	(0.012)
	(0.0026)

	First-stage F
	—
	50.1
	—

	N
	25,000
	25,000
	25,000


a. Why might the researcher want to use an instrument for schooling? What's the problem with OLS?
Answer. OLS is biased because schooling is correlated with the error term — there are omitted variables that affect both schooling and wages. The classic example is ABILITY: smarter / more motivated people get more schooling AND earn more even conditional on schooling. So β̂_OLS picks up part of the ability premium and overstates the causal return to schooling. (There is also measurement error in self-reported schooling that biases the OLS estimate toward zero — the two biases work in opposite directions.)
b. Interpret the first-stage estimate π̂₁ = −0.085. Show your calculation: what is the predicted change in years of schooling for a student who lives 10 miles farther from the nearest college (compared to one who lives next door)?
Answer. A one-mile increase in distance reduces years of schooling by 0.085 years on average. For a 10-mile increase: 10 × (−0.085) = −0.85 years. That is, students who grow up 10 miles farther from a college complete about 0.85 fewer years of schooling.
c. Interpret the reduced-form estimate ρ̂₁ = −0.0119.
Answer. A one-mile increase in distance to college is associated with a 1.19% decrease in hourly wages (since the outcome is log wage and the coefficient is small, we can treat it as a percentage). Distance reduces wages — entirely through the schooling channel, if the exclusion restriction holds.
d. Compute the IV (Wald) estimate from the reduced form and the first stage. Interpret it.
Answer. β̂_IV = ρ̂₁ / π̂₁ = (−0.0119) / (−0.085) = 0.140.
Answer. One additional year of schooling causes wages to be about 14% higher, for compliers — students whose schooling decisions were affected by distance to college. The two negatives cancel: distance reduces both schooling and wages, so the implied effect of schooling on wages is positive.
e. State the three IV assumptions. For each, say whether it is testable, and assess whether distance to college is credible.
Answer. Relevance: Cov(Z, S | X) ≠ 0. TESTABLE via the first-stage F. Here F = 50.1, comfortably above the rule-of-thumb threshold of 10. Satisfied.
Answer. Exclusion: Z affects log W only through S, conditional on X. NOT directly testable in the just-identified case. Plausibility concern: rural-vs-urban background may affect wages directly through occupational networks and local labor markets, not just through schooling. Defensible if X includes rich controls for urbanicity and region.
Answer. Independence (exogeneity): Z is as-good-as-randomly assigned conditional on X. NOT directly testable, but indirectly: check whether Z predicts predetermined characteristics it should not predict (e.g., father's education). Card argued college locations were determined by historical accidents and should be quasi-random, but families with strong education preferences might have moved closer to colleges.
f. Who are the never-takers in this design?
Answer. Never-takers are people who would not get more schooling regardless of distance — for example, someone who would always drop out at 8 years, or someone who would always go to college regardless of a 100-mile drive. They are unaffected by Z, contribute nothing to the IV estimate, and the IV estimand says nothing about their returns.
g. Critic: "Distance to college is correlated with rural-vs-urban background, and rural origin affects wages directly through occupation networks, not just via schooling." What assumption might this violate?
Answer. This is an EXCLUSION RESTRICTION violation: a path from Z to Y that does not run through S. Formally, Cov(Z, u | X) ≠ 0, and 2SLS is inconsistent.
.
